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1 Overview

This document describes the work to be performed as a part of EED Task 2 Revision 2.  Specific enhancements have been requested to add capabilities to ECHO so that it will support Ingest and metadata presentation in multiple formats, specifically ISO 19115.  Updates will also be implemented in Reverb to leverage the new capabilities and to display the ISO 19115 metadata fields.
1.1 Background

EED Task 2 Revision 2 contains the following requirements:

1. The contractor shall enhance the ECHO Ingest functionality to support multiple metadata formats including ISO 19115 and will allow the discovery of the catalog query results in these formats.
2. The contractor shall implement a REST API to support delivery of both ECHO 10 metadata and other external formats and update the current FTP Ingest API to also support external formats.
3. The contractor shall enhance the new general purpose client developed in EED Task 3 to be able to output data in the ISO 19115 metadata standard. 
In response to these requirements, we have identified the following modifications to the ECHO system:

1. Redesign of the ECHO query engine to provide an enhanced search.
2. Ingest Indexers to support the processing of ECHO 10 and ISO 19115 metadata.
3. REST API to support inserting, updating, deleting, and reconciling collections, granules, and browse imagery in the ECHO 10 and ISO 19115 metadata formats.
4. REST API to support metadata discovery with an Atom formatted result set.
5. REST API to support retrieval of collection and granule metadata in the original provider-specific format or an automated mapping of the ECHO Core Metadata into the ECHO 10, ISO 19115, or Atom format.
6. Additional ACL Provider Objects to control catalog write, update, and delete permissions.
7. PUMP modifications to supporting REST API Ingest service configuration. 
8. Reverb will be enhanced to allow users to specify the result format that should be used for metadata discovery result sets.
9. Reverb will parse and display 7 metadata fields returned in ISO 19115 formatted query results.

1.2 Assumptions

The following assumptions provide additional clarity regarding the scope of development activities that will be performed as a part of this effort.  These assumptions have been reviewed and accepted by ESDIS.
1. In order to proceed with any ISO 19115 related work, an ISO 19115 profile must be identified and approved for use.  However, it is possible to implement the core multi-metadata format support into Ingest and the CatalogService without the ISO 19115 profile.
2. The ECHO Core Metadata fields required for data discovery, order creation, and access control will be identified during design and implementation and are subject to change in order to meet the needs of the ECHO system. 
3. The subset of metadata fields made available in the Atom format is subject to change during design and implementation.  Any changes will be coordinated with the ECHO Open Search API and ECHO-ESIP client, which also use this result format.  The Atom results must remain compliant with the ESIP federation standards, and there will only be one supported Atom results format. 

4. When metadata is requested via the REST API in the same format as it was originally Ingested (e.g. ISO 19115 or ECHO 10), the original returned metadata will be returned.  
5. When metadata is requested via the REST API in a different format than it was originally Ingested (e.g. ISO 19115 or ECHO 10), only the ECHO Core Metadata fields will be translated into the requested format from the original metadata.
6. When metadata is requested via the legacy SOAP query service, only the ECHO Core Metadata fields will be translated into the legacy collection and granule results DTD for non-ECHO 10 metadata records.  The full legacy collection and granule results DTD will be populated when ECHO 10 metadata records are requested.

7. The legacy FTP Ingest service will continue to operate on a single host.  The ECHO Operations team will continue to be responsible for managing each data provider’s Ingest configuration parameters.
8. There will be no changes to reporting mechanisms provided by the legacy FTP Ingest service.
9. The Atom format will not be an acceptable Ingest format; it will only appear as a metadata discovery result format.
10. The new REST API Ingest service will not generate nor send Ingest reports to ECHO Data Partners.  The ECHO Operations team will regularly review metadata processing errors. 

11. The new REST API Ingest service will support ECHO-hosted browse image files. 
12. The legacy CatalogService will continue to return metadata in the ECHO Collection and Granules results DTD, which is not the same as the ECHO 10.0 Ingest metadata standard.
13. The legacy CatalogService will perform an automated mapping of the ECHO Core Metadata fields into DTD-compliant query results for data in all formats.
14. The new REST API Ingest service will support long-form metadata reconciliation for all metadata formats.  Reconciliation mismatches will be identified based on a simple XML ‘diff’ mechanism instead of the detailed field comparison model performed by the FTP Ingest service

15. The legacy FTP Ingest service will continue to support reconciliation as is currently implemented only for the ECHO 10 metadata format.
16. The basic metadata fields (Granule UR, Dataset ID, Temporal Range, Spatial Extent, OnlineAccessURLs, OnlineResourceURLs, & Browse URLs) fields will be the 7 ISO 19115 metadata fields for initial implementation.
17. Modifications to the ECHO REST API and Reverb will be presented to ECHO Partners as a part of the training workshop planned in EED Task 3.  Ingest and modifications will be presented to ECHO Partners during regularly scheduled ECHO Technical Committee meetings.
18. The ECHO REST API will only support full updates (i.e. replacements) and not partial updates.
19. The ECHO REST API will support “Short Form” Inventory Verification by providing a mechanism for providers to request a collection inventory granule listing.  

20. Browse records will be made available only in the ECHO 10 format on the REST API.

1.3 Basic Design Tenets

The following sections discuss the basic tenets of the design for implementation of the requested functionality.  A more detailed discussion of design is presented in Section 2.x of this document.
1.3.1 Original Metadata Preservation

ECHO will preserve the original metadata supplied by providers in the ECHO database. By preserving the original metadata from providers, users can be given access to all metadata originally supplied by providers in the original format. 

1.3.2 Core Metadata Extraction & Mapping

Core metadata fields will be defined in ECHO to facilitate metadata discovery, order creation, and access controls in ECHO.  The location of each core metadata field will be identified in all formats supported by ECHO Ingest.  Upon ingest, ECHO will process only the core metadata fields.   By processing core metadata fields only, the scope of metadata adapting required to process external metadata formats is reduced.  Providers can export metadata to ECHO in a large variety of formats, and ensure that the core fields will be extracted.  When end users request metadata in a format other than the original format, ECHO will translate the core fields into the requested format for presentation.

1.3.3 Optimized Search Indexing

Leveraging query performance work already underway in ECHO, the extracted core metadata will be indexed for high performance searching. Because the core metadata and original metadata are preserved and stored separately, the search index can be built for optimal performance with less emphasis on preserving complex data relationships and constraints. From a database point of view, the search index may be much more de-normalized than would be seen in a database that is preserving complex object relationships.

2 Design

The contents of this section provide a detailed description of how the previously discussed requirements and assumptions will be implemented.

2.1 System Components

The following diagram and subsequent sections provide an overview of the system components that will be implemented or modified in order to support the additional requirements outlined in Task 2 Rev 2.  The ECHO kernel is not explicitly called out in the diagram, but is functionally covered by the “REST API” and “SOAP API” components.
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Figure 1 - ECHO System Components
2.1.1 Legacy FTP Ingest

The existing, or what will become “legacy,” Ingest service will continue support the existing ECHO Data Partners and any new Data Partners who wish to submit metadata for Ingest in the ECHO 10 format.   There will continue to be one instance of the legacy FTP Ingest service.

2.1.2 ISO FTP Ingest

A new FTP Ingest service will be implemented to support Ingest processing of non-ECHO 10 formatted metadata submitted via FTP.  This component is referred to as the “ISO FTP Ingest” service because it will initially only handle non-ECHO 10 metadata in the ISO 19115 format.  See Section 2.2 for additional information regarding supported metadata formats.  There will be one instance of the new ISO FTP Ingest service.

2.1.3 Legacy ECHO DB

The existing, or what will become “legacy,” ECHO database will continue to support the legacy FTP Ingest service.  There will be no changes to the metadata in these tables during the transition to the new capabilities.  See Section ?? for additional information regarding how these tables will be utilized during Ingest processing.

2.1.4 XML Repository ECHO DB

A new database will be created to house the original XML as received from ECHO Data Partners.  This database will also contain some additional 

2.1.5 SOAP API

The existing SOAP API will continue to perform its current functions.  Services relating to data discovery and metadata results presentation will be internally modified to take advantage of internal changes.  However, there will be no externally visible impacts.
2.1.6 REST API

A REST API is currently under development as a part of EED Task 3 to support the new Reverb client and enhanced service registration and discovery.  This REST API will be enhanced to support the new capabilities required by Task 2.  Neither Task 3 nor Task 2 will fully expose all SOAP API methods through the REST API.  Sustaining engineering work will be performed to fill out the coverage of the REST API, as needed.
2.1.7 OpenSearch API

The existing OpenSearch API, supporting the ECHO-ESIP client, will continue to function as it currently does.  The result format of the OpenSearch API will become a standard format available from the new REST API as well.  Consequently, changes in the standard due to requirements by the REST or OpenSearch API will be closely tracked to ensure compatibility.
2.1.8 Search Index

A new search index will be developed to facilitate data discovery.  At present, it is planned to implement this as a standalone service that will be utilized by the ECHO Kernel.   In order to provide scalability for stability and performance, a distributed, highly available, solution is being investigated.

2.1.9 Format Indexers

Format-specific indexers will be developed to populate the search index with fields that are needed for data discovery.  Each indexer will know the specific fields, and their corresponding location, within a given XML format that are to be indexed.  
2.1.10 Format Translators

Format-specific translators will be developed to facilitate real-time metadata translation in response to a user’s request.  For example, if a user requests to view metadata in the ECHO 10 format, but the metadata was originally ingested in the ISO 19115 format, then the translator will translate the “core fields” from the original metadata into the ECHO 10 format.  The concept of “core fields” is discussed in detail in Section??.

2.1.11 Metadata Crawler

The existing metadata in the ECHO database will be processed by a “metadata crawler” whose responsibility is to reconstitute an ECHO 10 collection, granule, or browse record that is then used in a REST call to insert, update, or delete the corresponding record.

2.2 Metadata Formats, Naming, & Usage

The ECHO system will support Ingest and results presentation in multiple formats as a result of the work outlined in Task 2 Rev 2.  The selected formats include the ECHO 10 schema, ISO 19115 standard, and an Atom feed format compliant with the FROST (Federated Recursive Open-Search Tools) standard.  The following figure shows where each of these formats will be processed within the ECHO system.  The subsequent sections describe each format in detail.
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Figure 2 - Metadata Format Usage

2.2.1 “ECHO 10” Format

The “ECHO 10” format corresponds to the existing Collection, Granule, and Browse metadata schemas supported by the existing ECHO FTP Ingest service.  There will be no modifications to these schemas in order to support the efforts of this task.  However, the “ECHO 10” metadata schema may continue to change over time, as needed.  The ECHO Team will coordinate changes with all stakeholders.

The “ECHO 10” formatted metadata will be ingested via the “legacy” FTP Ingest service and a new REST-based Ingest API.  Users may request metadata via the REST API during data discovery activities in the “ECHO 10” format.

2.2.2 “ISO 19115 EOSDIS 2011” Format

The “ISO 19115 EOSDIS 2011” format, hereafter referred to as “ISO 19115”, corresponds to a new metadata standard developed by ESDIS and its MENDS tiger team.  This standard will identify the core metadata fields which EOSDIS data centers must provide in “ISO 19115” formatted metadata. The ECHO Team will request modifications to the “ISO 19115” format, as required.  ESDIS will manage the lifecycle of changes to the “ISO 19115 EOSDIS 2010” format, as its impact is outside of the ECHO project.

The “ISO 19115” formatted metadata will be Ingested via a new FTP Ingest service and a new REST-based Ingest API.  Users may request metadata via the REST API during data discovery activities in the “ISO 19115” format.
2.2.3 ”Atom+Frost” Format

The “Atom+Frost” format corresponds to the metadata standard currently utilized by the ECHO OpenSearch API and the ECHO-ESIP client.  This result format is based on the Atom feed results standard and complies with the ESIP Federated Recursive Open-Search Tools (FROST) standard.  The intent of this format is to provide simplified results for basic collection and granule metadata.  The “Atom+Frost” metadata format is not currently supported via the existing FTP Ingest service and it will not be supported by any Ingest service.  Users may request metadata via the REST API during data discovery activities in the “Atom+Frost” format.
2.2.4 “Legacy ECHO DTD” Format

The “Legacy ECHO DTD” format corresponds to the existing Collection and Granule DTDs describing the results to the existing ECHO SOAP API Catalog service.  This format is not currently supported via the existing FTP Ingest service, and will continue to not be supported via any Ingest service.  Only the legacy SOAP API Catalog service will support results presentation in the “Legacy ECHO DTD” format to ensure backwards compatibility.

2.3 Ingest

The existing FTP Ingest service will continue to operate as it is currently implemented.  Data Partners desiring to submit non-ECHO10 metadata via FTP may do so and a new FTP Ingest service will process the delivered metadata.  Supporting the FTP Ingest services is a REST-based API that exposes all Ingest capabilities.  This REST API may be used by ECHO Data Partners directly to perform their Ingest actions. The following diagram and subsequent sections describe the proposed design for Ingest.
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Figure 3 - Ingest & Indexing Workflow

2.3.1 “Legacy” FTP Ingest

The “legacy” FTP Ingest service currently supports Ingest of metadata compliant with the ECHO 10 Collection, Granule, and Browse schemas.  Ingested metadata is split up and stored in numerous database tables corresponding to the ECHO 10 data model.  These tables facilitate metadata discovery and re-constitution when users request to view the metadata.  As a part of the work in the Task 2 Rev 2 effort, the legacy FTP Ingest service and its dependent database tables will remain unchanged.  All ECHO 10 metadata processed via the legacy FTP Ingest service will be stored in the existing tables.  A metadata “crawler” will be implemented to run according to a configured interval, detecting newly ingested metadata records.  The crawler will reconstitute metadata for the inserted, replaced, updated, or deleted records and will perform the correlating Ingest action via the new REST Ingest API.  Refer to Section ?? for additional information regarding this API.

The legacy FTP Ingest service will continue to generate XML Ingest Summary Reports made available on the Data Partner’s ECHO FTP space.  Providers will also be able to request or review errors that occurred during metadata “crawling” or indexing

2.3.2 “ISO 19115” FTP Ingest

A new FTP Ingest service will be implemented to support processing of metadata records not in the ECHO 10 format.  This new service will monitor a set of ftp directories wherein ECHO Data Partners will provide their metadata for ingest. Submitted metadata will be parsed and processed via the new REST Ingest API. In an attempt to not introduce an intermediary format into non-ECHO 10 metadata Ingest, the new target FTP Ingest directory structure will be organized according to metadata type, as shown below.  

· <Base Folder>

· data

· collections

· granules

The new FTP Ingest service will only support insertions and updates to existing metadata.  Metadata deletions and reconciliation requests for non-ECHO 10 metadata must be handled via the REST API.  Data Partners may provide metadata files containing new or update metadata and ECHO will correctly process the submitted metadata.  Each submitted file should contain one metadata record. The new FTP Ingest service will not support package metadata delivery, as is currently supported by the legacy FTP Ingest. 

2.3.3 REST API Ingest

A new REST API will be implemented to support all Ingest activities, including inserts, updates, deletes, and reconciliation.  This new REST API will connect directly to the new XML repository within the ECHO database.  All metadata actions will be performed against this XML repository, which contains the Data Partner’s original metadata and other required bookkeeping fields.  ECHO will retain indefinitely the Data Partner’s metadata, which will be used for reconciliation and data discovery. 
2.4 Data Discovery

The ECHO system will perform data discovery against an optimized search index.  Selected fields will be indexed according to the needs of the various ECHO search mechanisms (SOAP, REST, AQL).  After a new metadata record has been ingested, it will be indexed by a format-specific Indexer, which will have knowledge of the location of the searchable fields. For a complete presentation of searchable metadata fields, refer to this document’s companion spreadsheet entitled “Core Fields & Search Terms v#”.   The following diagram and subsequent sections describe the proposed design for data discovery.
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Figure 4 - Data Discovery Workflow

2.4.1 Alternative Query Language (AQL)

The existing Alternative Query Language (AQL) standard will continue to support collection and granule data discovery within the ECHO Data Partner catalogs.  There will be no loss of functionality for clients utilizing this existing search mechanism.  It is likely that an additional search parameter will be added in order to support advanced search term searching (See Section 2.4.3).
2.4.2 REST Query Parameters

The echo_catalog REST resources described in Section 2.6.3 will support a subset of metadata fields as query parameters to facilitate data discovery.  For example, the dataset resource will have query parameters entitled “short_name” and “version_id.”  Utilizing these parameters would allow a user or client application to discover data based on the supplied values.  By design, all supplied query parameter conditions are AND’d together when discovering data.  For more complex Boolean logic, users or client applications may utilize a query parameter supporting the full AQL specification.
2.4.3 Index Search Terms

As was previously stated, elected metadata elements will be indexed for direct value searching.  The selection of these elements will be based on the existing and new query requirements.  For example, AQL supports searching based on the Campaign ShortName field.  To facilitate searching on this field, ECHO may define an indexed search field and label it “campaign_sn.”  Internal to the ECHO kernel, when an AQL query containing a Campaign ShortName constraint is received, ECHO will search against its “campaign_sn” index for matching values.  

End users or client applications wishing to bypass the AQL-Index translation may provide index search terms directly.  A new AQL element entitled “searchTerms” will be introduced to facilitate this searching. In this workflow, an end user could supply the text “campaign_sn = MY_CAMPAIGN”.  The ECHO query engine would parse this field for index key/value search pairs and perform the search against the search index.  All AQL search terms will be translated into matching search indexes.  Additional search index terms may also be available, on a per-format basis.  Although these terms will not be explicitly mapped to an AQL element, they may still be searched via the new “searchTerms” AQL element.

The exact format for the “searchTerms” AQL element should not be derived from the examples included in this document.  The supported syntax will be provided at a later date.

2.4.4 Valids API

For ECHO Clients, such as Reverb, it is often helpful for users to list valid values for a specific field (e.g. Platforms).  Historically, WIST has submitted a collection query against ECHO and compiled a listing of “valids” for specific fields.  In order to optimize this process and make it available for all ECHO clients, a new REST resource will be provided for access to these valid values.  The listing of fields that will support “valids” can be found in the adjoining spreadsheet.
2.5 Results Presentation

As described in Section 2.3, the Ingest process stores the Data Partner’s original metadata in an XML Repository database.  When an end user requests to view an ECHO metadata record, the corresponding XML record in the ECHO database is requested.  Users may request metadata in its original format, or in a secondary format.  Section 2.2 discusses the available secondary formats.  If the user requests metadata in the original format, the original record is returned.  However, if they request metadata in a non-native format, then only the “core” metadata fields are translated into the requested format. The following diagram and subsequent sections describe the proposed design for results presentation.
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Figure 5 - Results Presentation Workflow

2.5.1 Core Fields

In order to support translation between formats (i.e. ECHO 10 ( ISO 19115), a set of core fields will be identified as translatable.  When users request metadata in a non-native format, the core fields will be translated from the original metadata into the requested format.  The exact listing of core fields is still under development and is being coordinated with the ESDIS ISO 19115 MENDS tiger team.  

2.5.2 SOAP API Results

The existing SOAP API Catalog service will continue to return results in the legacy DTD format.  All fields from the ECHO 10 data model will be translated in the legacy DTD.  All non-ECHO 10 formats will only have their core fields translated into the Legacy DTD results.  The SOAP API GetCatalogItemMetadata() and GetCatalogItemMetadata2() methods current return the legacy DTD and XSD formats respectively.  Both of these methods will continue to expose the same functionality.  Similar to query results, the SOAP API will return only the core fields from metadata records that are natively not ECHO 10 formatted.
2.5.3 REST API Results

The new REST API will return URLs to metadata records as a response to a submitted query.  Each URL will direct a user or client application to the new echo_catalog REST API resources.  An ECHO user or client application may then choose to perform an http GET on these URLs to pull the full metadata. The format specified in the http GET request will dictate the resulting format.  When the requested format matches the metadata’s original format, the original record will be returned.  Otherwise, ECHO will translate the core fields into the requested format for results presentation.
2.6 REST API Resources

2.6.1 Overview

Representational State Transfer or REST based systems are modeled around resources, which are any system-defined identifiable entity.  Clients and servers interact in the system to transfer different resource representations.  For example, as the state of resources change in a client, requests may be sent to a server to manipulate the resources within the system. More information about the REST concept can be found at http://en.wikipedia.org/wiki/Representational_State_Transfer.

In the proposed REST resources, each ECHO Data Partner will have a catalog in ECHO that is identified using their ECHO Provider ID.   The Data Partner’s catalog contains Datasets and Browse Images.  Datasets may contain any number of granules. 

The following sections outline the REST API resources made available to support Ingest and data discovery.

2.6.2 Ingest REST API

A new REST API will be introduced to support Ingest activities from ECHO Data Partners.  The REST resources identified below will be merged with existing resources that exist in the current API. 

· providers - GET

· {provider_id} - GET

· datasets - GET

· {dataset_id} – GET, PUT, DELETE 
· Query Parameters

· xml_diff
· granules – GET
· Query Parameter

· dataset_id (Required)
· {granule_id} – GET,  PUT, DELETE 
· Query Parameters

· xml_diff

· browse_metadata

· {browse_id} – GET, PUT, DELETE

· browse_images

· {browse_image_id} – GET, PUT, DELETE
Where necessary, changes to the existing REST API will be made to synchronize with the new content.  Only users who have been granted permissions on the corresponding provider object ACLs will be permitted to utilize the new Ingest REST resources.  Metadata discovery will be facilitated through a separate “ECHO Catalog” REST resource where existing Catalog Item ACLs will manage access.  

The following sections describe the functionality provided with each resource:

2.6.2.1 /providers/{provider_id}/datasets

This REST resource supports the following REST operations:

· GET – Returns a listing of dataset_id values for each collection in the specified provider’s catalog.
2.6.2.2 /providers/{provider_id}/datasets/{dataset_id}

This REST resource supports the following REST operations:

· GET – Returns the original XML metadata for the target collection in the original format.

· PUT – If the body of this operation contains a collection that already exists in ECHO, an update will be performed.  Otherwise, the new collection will be inserted into the provider’s catalog.  

· ?xml_diff (optional) – If this parameter is supplied with a value of ‘true’, then the response to the PUT operation will contain an XML diff between the previous and current collection XML.  This parameter defaults to false if not specified.
· DELETE – Deletes the target dataset, cascading to all granules in the collection

2.6.2.3 /providers/{provider_id}/ granules 
This REST resource supports the following REST operations:

· GET – Returns a listing of granule_id values for each granule in the specified provider’s dataset.

· ?dataset_id (required) – Required parameter specifying the datasets from which granules will be listed.

2.6.2.4 /providers/{provider_id}/ granules/{granule_id} 
This REST resource supports the following REST operations:

· GET – Returns the original XML metadata for the target granule in the original format.

· PUT – If the body of this operation contains a granule that already exists in ECHO, an update will be performed.  Otherwise, the new granule will be inserted into the provider’s catalog.  

· ?xml_diff – If this parameter is supplied with a value of ‘true’, then the response to the PUT operation will contain an XML diff between the previous and current granule XML.  This parameter defaults to false if not specified.
· DELETE – Deletes the target granule.

2.6.2.5 /providers/{provider_id}/browse_metadata

This REST resource does not support any operations.

2.6.2.6 /providers/{provider_id}/browse_metadata/{browse_metadata_id} 
This REST resource supports the following REST operations:

· GET – Returns the original XML metadata for the target browse in the original format.  Currently, browse metadata will only be supported in the ECHO 10 format.  Requesting browse metadata for ISO 19115 formatted metadata will result in a returned error, the same as if an invalid browse record had been requested. 

· PUT – If the body of this operation contains a browse record that already exists in ECHO, an update will be performed.  Otherwise, the new browse metadata will be inserted into the provider’s catalog.

· DELETE – Deletes the target browse metadata. 

2.6.2.7 /providers/{provider_id}/browse_images

This REST resource does not support any operations.

2.6.2.8 /providers/{provider_id}/browse_images/{browse_image_id}

This REST resource supports the following REST operations:

· GET – Returns the ECHO-hosted browse image file.
· PUT – Inserts or updates a browse image file.

· DELETE – Deletes the target browse image.  Any dataset or granule links to this browse image are also removed as a result.

2.6.3 ECHO Catalog REST API

The existing “echo_datasets” and “echo_granules” REST resources will be refactored to support the full data discovery capabilities made available through the work outlined in this document. 

· echo_catalog

· datasets - GET

· Query Parameters

· AQL

· Selected Fields

· Search Terms

· Cursor

· Iterator

· {dataset_guid} - GET

· granules - GET

· Query Parameters 
· AQL

· Selected Fields

· Search Terms

· Cursor

· Iterator

· {granule_guid} - GET

· browse_metadata

· {browse_metadata_guid} – GET

· valids

· {valid_field_id} – GET

Access to data through these catalog REST resources is controlled via the existing Catalog Item ACLs.  The “datasets” and “granules” resource will support query parameters exposing a subset of metadata fields to facilitate data discovery.  Clients wishing to perform more complex queries or utilize additional query parameters will be able to use the “aql” parameter available on the “datasets” and “granules” resources.  These parameters will support the existing AQL made available for searching via the SOAP API.

When a client requests dataset or granule metadata, they may specify a target format that the metadata will be translated into.  If no target format is specified, then metadata will be returned in the original format.  The requested format may be provided either as a response type header, or as an “extension” to the URL.  In either case, the following values are accepted and will result in the specified format:

· atom –  Returns metadata formatted according to the atom+frost format described in this document.
· echo10 - Returns metadata formatted in the ECHO 10 format.  If the original metadata was ingested as ECHO 10, the entire original XML is returned.  Otherwise, the “core” metadata attributes are translated from the original XML into the ECHO 10 format.
· iso19115-EOS-2011 - Returns metadata formatted in the ISO 19115 format.  If the original metadata was ingested as ISO 19115, the entire original XML is returned.  Otherwise, the “core” metadata attributes are translated from the original XML into the ISO 19115 format.
When a client requests browse metadata, they may only specify the echo10 format.  This is currently due to the fact that ECHO 10 is the only supported format that has a stand-alone browse metadata record.  For additional information on browse support, please see Section 2.7.8.
The following sections describe the functionality provided with each resource.  The full listing of metadata item query parameters can be found in the adjoining spreadsheet.  All other query parameters are identified with their expected functionality.

2.6.3.1 /echo_catalog 
This REST resource does not support REST operations.

2.6.3.2 /echo_catalog/datasets

This REST resource supports the following REST operation:

· GET – Performs a query against the ECHO catalog for dataset metadata matching the provided query parameters.  One of the following query parameters must be provided.

· AQL (optional) – Supports the full AQL specification.  This parameter cannot be used in conjunction with the <Metadata Field> or Search Terms parameters.
· <Metadata Fields> (optional) – Chosen metadata fields are provided as query parameters for data discovery.  These parameters cannot be used in conjunction with the AQL or <Metadata Field> parameters.
· Search Terms (optional) – A key/value pairing of specific search terms that ECHO will translate into a query against its optimized search index.  This parameter cannot be used in conjunction with the AQL or <Metadata Field> parameters.
2.6.3.3 /echo_catalog/datasets/{dataset_guid} 
This REST resource supports the following REST operation:

· GET – Returns the metadata for the specified dataset according to the requested format.

2.6.3.4 /echo_catalog/granules/

This REST resource supports the following REST operation:

· GET – Performs a query against the ECHO catalog for granule metadata matching the provided query parameters.  One of the following query parameters must be provided.

· AQL (optional) – Supports the full AQL specification.  This parameter cannot be used in conjunction with the <Metadata Field> or Search Terms parameters.
· <Metadata Fields> (optional) – Chosen metadata fields are provided as query parameters for data discovery.  These parameters cannot be used in conjunction with the AQL or <Metadata Field> parameters.
· Search Terms (optional) – A key/value pairing of specific search terms that ECHO will translate into a query against its optimized search index.  This parameter cannot be used in conjunction with the AQL or <Metadata Field> parameters.
2.6.3.5 /echo_catalog/granules/{granule_guid}

This REST resource supports the following REST operation:

· GET – Returns the metadata for the specified granule according to the requested format.

2.6.3.6 /echo_catalog/browse_metadata/

This REST resource does not support REST operations.

2.6.3.7 /echo_catalog/browse_metadata/{browse_metadata_guid}

This REST resource supports the following REST operation:

· GET – Returns the metadata for the specified browse record according to the requested format.

2.6.3.8 /echo_catalog/valids

This REST resource does not support REST operations.

2.6.3.9 /echo_catalog/valids /{valid_field_id}

This REST resource supports the following REST operation:

GET – Returns a list of unique values for the specified “valids” field.

2.7 Special Topics

The following sections discuss special topics relevant to the proposed functionality.

2.7.1 Metadata Currency

In the existing Ingest processing model, metadata is immediately available for searching once it has been processed by ECHO Ingest.  In the new Ingest paradigm, there will be a delay between the time that a record is Ingested by ECHO and when it is available for discovery.  The following delays have been introduced and will be configurable in order to achieve the desired rate of currency:

· FTP Processing – As is currently experienced, Data Partners submitting metadata via FTP delivery experience a delay in processing as Ingest assesses whether files have quiesced in their delivery. ECHO Operations configures a provider-specific “file quiesced” duration and input directory check frequency.  The combination of these two values is coordinated with each ECHO Data Partner.  These delays exist in both the legacy and new FTP Ingest services.

· Legacy FTP Metadata Crawling – The legacy FTP Ingest service will Ingest metadata into the historical ECHO database tables.  As described in Section 2.1.11, a metadata crawler will regularly monitor these tables for modified metadata.  There will be a delay between when metadata is inserted or updated by the legacy FTP Ingest service and when the crawler processes the new metadata.

· Search Indexer – Metadata processed via the REST API is stored in an internal XML repository.  As described in Section 2.1.9, custom format indexers will monitor for new or updated metadata and process the new metadata into the optimized search index.  There will be a delay between when metadata is stored in the XML repository and when it is indexed for searching. Once indexed, it will be available for discovery.

2.7.2 Error Reporting

All Ingest activity ultimately is processed through the new Ingest REST API, which will record the following types of errors:

· Validation Errors – Errors caught during the synchronous http PUT/DELETE operation having to do with syntactic XML problems or business logic validation.  

· Indexing Errors – Errors caught during the asynchronous search indexing which makes metadata available for discovery.

A service will be made available to the ECHO Operations team to request the both Validation and Indexing errors that occur within a specific time period and for a specific provider.  These errors will be regularly monitored for anomalies in data processing and for indications in systemic issues.

The legacy FTP Ingest serve will continue to generate XML Ingest Summary Reports and make them available for Data Partners on their ECHO FTP space.  There will be no changes to the report structure or content. It is expected that all validation errors for legacy FTP processed metadata will be caught by the legacy FTP service.  Consequently, it is not expected that there will be any validation errors encountered when the metadata crawler pushes metadata to the REST API.   

The new FTP Ingest Service will not provide Ingest Summary Reports in any format after initial implementation.  Report generation may be prioritized in the future as an enhancement request.  The new FTP Ingest service will not perform any additional validation or business logic checking.  All errors will be reported through the REST API.

All Ingest requests to the new Ingest REST API will receive Validation errors in the http response object that is returned as a result of the http operation.  The errors contained in the response object will be very similar to those errors currently provided in the Ingest Summary Report.
2.7.3 ECHO Ingest Accounting Tool (EIAT)

The ECHO Ingest Accounting Tool (EIAT) will continue to process Ingest Summary Reports generated by the legacy FTP Ingest service.  There will be no changes in current functionality in this regard.  As was discussed in section 2.7.2, the new ISO 19115 FTP Ingest service will not generate an Ingest Summary Report.  Consequently, there will be no report file for the EIAT to process and make available.  In both cases, the EIAT will utilize the internal Ingest error reporting API to gather information regarding issues experienced during metadata validation and indexing.  These errors will be available for review in the EIAT for the ECHO Operations team and ECHO Data Partners.  A subsequent Ops Concept will be developed to address the modifications to the EIAT.
2.7.4 Provider Configuration and Control

Provider configuration for the REST catalog API will be performed through the ECHO web service API. Existing tools, such as PUMP, will be modified to support REST API Ingest configuration for a provider. By using existing provider configuration elements, such as provider policies, both ingest and order dispatch settings can be managed in a central location. Providers will also be able to view their ingest configuration without operator intervention.

2.7.5 ISO 19115 Format Variants

The situation may occur where metadata provided to ECHO is compliant with ISO 19115 format, but with minor modifications.  So longs as the “core” metadata fields are represented in the same location in the “variant” format, ECHO will still be able to properly return the translated or original metadata according to the functionality described in Section 2.5.  

2.7.6 Pausing Ingest (Read Only Mode)

A data provider’s write access to the metadata catalog can be “paused” by removing the associated ACL permissions from PUMP. Once paused, all write operations (i.e. PUT, POST, and DELETE) will return an appropriate HTTP error code indicating that the operation cannot be performed at this time. The provider’s export tool is responsible for retrying the operation at a future time. Due to the high availability configuration possible with the REST API, pausing a provider’s ingest should be a rare occurrence.

2.7.7 ECHO Bookkeeping Metadata

The SOAP API results DTD contains 3 ECHO bookkeeping fields: ECHO Catalog Item ID, ECHO Insert Date/Time, ECHO Last Update Date/Time.  The new REST API will not return these values in any of the available formats.  At this time, it is unclear how these 3 fields will be made available through the REST API.

2.7.8 Browse Handling

Currently, ECHO Data Partners submit ECHO 10 formatted XML metadata specifying a file name or file URL.  If a file name is provided in the metadata, then the FTP Ingest service expects the provider to have provided the browse image file along with the metadata.  If a file URL is provided in the metadata, then the FTP Ingest service will not look for a file.  When providers move to non-ECHO 10 formatted metadata (e.g. ISO 19115), there may not be a definable browse metadata record, but the Data Partner still may want to have ECHO host its browse.  

The proposed REST API splits the management and presentation of browse imagery and browse metadata across two resources. Data Partners will insert, update, get, and delete their browse metadata via the /providers/{provider_id}/browse_metadata resource.  Data Partners will insert, update, get, and delete their browse images via the /providers/{provider_id}/browse_images resource.  The browse management workflow will differ depending on the metadata format they are utilizing and whether they use ECHO hosted browse.  The following four scenarios have been identified.  The associated browse management workflow is provided.

1. ECHO 10 Metadata & ECHO Hosted Browse

a. The browse image is uploaded to ECHO via the REST API.  The corresponding browse metadata, containing the file name, is inserted to ECHO via the REST API.  ECHO will validate that ECHO is currently hosting a file with the designated file name.  A collection or granule insert/update is performed to associate the new browse record.

2. ECHO 10 Metadata & Externally Hosted Browse

a. Browse metadata, containing the external file URL, is inserted to ECHO via the REST API. A collection or granule insert/update is performed to associate the new browse record.

3. Non-ECHO 10 Metadata & ECHO Hosted Browse

a. The browse image is uploaded to ECHO via the REST API. A collection or granule insert/update is performed to associate the new browse image.  The collection or granule metadata record will be able to reference the ECHO hosted browse record by constructing a URL with the following format, leveraging the REST API resources:

i. http://<echo_system>/echo-rest/providers/{provider_id}/browse_images/{browse_image_id}

4. Non-ECHO 10 Metadata & Externally Hosted Browse

a. A collection or granule metadata record containing the externally hosted URL is inserted/updated via the ECHO REST API.

End users will access browse images via the /providers/{provider_id}/browse_images REST resource, similar to users.  There is currently no permission management for browse imagery access, and none will be introduced.  End users will not access browse metadata via the same REST resource as ECHO Data Partners.  Instead, they will use the /echo_catalog/browse_metadata REST resource.  ECHO does not currently have ACL management for browse metadata, and none will be introduced. As is discussed in Section 2.6.3, browse metadata will only be available in the ECHO 10 format.  Where the original metadata was not ECHO 10 formatted, translation of browse metadata fields will be performed to create a browse record.

3 Appendix A - ECHO 10 -> Atom+Frost Mapping

3.1 Collection Mapping
	ECHO 10 Metadata XPath
	Atom+Frost Metadata Xpath

	Collection/DataSetId
	entry/title

	Collection/ShortName
	entry/shortName

	Collection/VersionId
	entry/versionId

	<NOT IN METADATA> - Provider ID
	entry/datacenter

	Collection/Temporal/RangeDateTime/BeginningDateTime
Collection/Temporal/SingleDateTime
Collection/Temporal/PeriodicDateTime/StartDate
	entry/time:start


	Collection/Temporal/RangeDateTime/EndingDateTime
Collection/Temporal/SingleDateTime
Collection/Temporal/PeriodicDateTime/EndDate
	entry/time:end

	Collection/ProcessingLevelId
	entry/processingLevelId

	Collection/Spatial/HorizontalSpatialDomain/Geometry/Point
Collection/Spatial/HorizontalSpatialDomain/Geometry/BoundingRectangle/
Collection/Spatial/HorizontalSpatialDomain/Geometry/GPolygon/
Collection/Spatial/HorizontalSpatialDomain/Geometry/Line/
	entry/georss:point   (Not currently supported)

entry/georss:box 

entry/georss:polygon 

entry/georss:line   (Not currently supported)

	Collection/OnlineResources/OnlineResource[MimeType=”<Type>” or MimeType=null]/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./documentation#”]

	Collection/OnlineResources/OnlineResource[Type=”BROWSE”]/URL
Browse/BrowseImages/BrowseImage/FileURL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./browse#”]

	Collection/OnlineResources/OnlineResource[MimeType!=”< Type>”]/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./metadata#”]

	Collection/OnlineAccessURLs/OnlineAccessURL/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./data#”]


Table 3 – ECHO 10 -> Atom+Frost Collection Mapping

3.2 Granule Mapping

	ECHO 10 Metadata XPath
	Atom+Frost Metadata Xpath

	Granule/CollectionRef/DataSetId
	entry/echo:datasetId

	Granule/DataGranule/SizeMBDataGranule
	entry/granuleSize

	Granule/GranuleUR
	entry/id  (title?)

	<NOT IN METADATA> - Provider ID
	entry/datacenter

	Granule/Temporal/RangeDateTime/BeginningDateTime
Granule/Temporal/SingleDateTime
	entry/time:start


	Granule/Temporal/RangeDateTime/EndingDateTime
Granule/Temporal/SingleDateTime
	entry/time:end

	
	

	Granule/Spatial/HorizontalSpatialDomain/Geometry/Point
Granule/Spatial/HorizontalSpatialDomain/Geometry/BoundingRectangle/
Granule/Spatial/HorizontalSpatialDomain/Geometry/GPolygon/
Granule/Spatial/HorizontalSpatialDomain/Geometry/Line/
Granule/Spatial/HorizontalSpatialDomain/Orbit??
	entry/georss:point   (Not currently supported)

entry/georss:box 

entry/georss:polygon 

entry/georss:line   (Not currently supported)

	Granule/OnlineResources/OnlineResource[MimeType=”<Type>”/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./documentation#”]

	Granule/OnlineResources/OnlineResource[Type=”BROWSE”]/URL
Browse/BrowseImages/BrowseImage/FileURL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./browse#”]

	Granule/OnlineResources/OnlineResource[MimeType=!”<Type>”/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./metadata#”]

	Granule/OnlineAccessURLs/OnlineAccessURL/URL
	entry/link[rel=”http://esipfed.org/ns/fedsearch/1.1./data#”]


Table 4 – ECHO 10 -> Atom+Frost Granule Mapping

3.3 OnlineResourceURL Types  

The following list of mime type values should distinguish an OnlineResourceURL as "documentation" links.  All other mime type values will be treated as "metadata" links.

· <Not Specified>

· Text/rtf

· Text/richtext

· Text/plain

· Text/html

· Text/example

· Text/enriched

· Text/directory

· Text/csv

· Text/css

· Text/calendar

· Application/http

· Application/msword

· Application/rtf

· Application/wordperfect5.1
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